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It is widely acknowledged that artificial intelligence 
(AI) will vastly alter the current dynamics of the 
financial services industry by creating new 
efficiencies and offering new kinds of value. AI is 
seen as a differentiator that will help those 
financial firms that successfully adopt it to ease out 
the competition by offering more integrated and 
tailored customer solutions. Yet, there is growing 
trepidation by the public about how personal data 
is used and, since the AI ecosystem is still in early-
stage development, all the risks are not fully known 
or understood by public- and private-sector 
participants.  Regulators are concerned that the 
‘genie is out of the bottle’ and there will be no 
going back, but in struggling to protect investors, 
may create rules that impede positive 
developments or, equally bad, be ineffective.  
Technology companies believe they have solutions, 
however, may not yet understand either the most 
pressing problems, or the importance of regulatory 
compliance within the financial services industry.

There is no shortage of research institutes, 
policymakers, academics, and professionals sharing 
their insights on how AI systems should be built and 
managed. These papers delve deeply into the risks 
and ethical challenges that need to be addressed 
and overseen to ensure the use of AI within 
systems does not present unnecessary reputational 
harm, but these pieces rarely discuss ‘the how’ or 
share implementation considerations.  As AI moves 
from an academic to a strategic pursuit, financial 
institutions must strike the right balance between 
managing benefits against the risks. To be 
successful, organizations need to design AI systems 
that reflect their company values and bring 
together business, risk management and technical 
teams.  They must re-define their business culture, 
risk framework(s) and operating model(s) to design 

AI-driven products in a responsible manner.  This 
evolution is no easy task, and it requires 
commitment and a strong tone from the top. 

Our principle goal at the Canadian Regulatory 
Technology Association (CRTA) is to bring together 
regulated entities, regulators and policymakers, 
and technology firms to address new challenges; 
therefore, we felt that the topic of AI was fitting for 
our first white paper as it is a very current, 
immensely important issue for our stakeholders 
and, most importantly, the public. To raise the bar 
and promote a move towards the next level of 
innovation, whether within an organization or 
within the domestic or global financial ecosystems, 
collaboration amongst key stakeholders is 
essential.

The intention of this paper is not to cover old 
ground, but to bring perspectives from our 
member community on how some of the human-
rights risks introduced by AI systems are being 
managed during the product development life 
cycle. Similar to the purpose of all our programs, 
our goal is to bring forward not only theoretical 
issues, but also a practical, more technical 
perspective. Our hope is that this document 
provides some insight and new ideas on how your 
organization – technology provider, financial 
institution, regulator – can put trust at the centre 
of your product design efforts, and develop AI 
systems in a responsible way from the start. 

Donna Bales
Lead Author
Co-founder, The Canadian Regulatory 
Technology Association

FOREWORD
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Artificial intelligence (AI) provides an 
opportunity to create efficiency, capture value 
and improve customer outcomes by extending 
human capability to machines, but there are 
uncertainties with AI adoption that create an 
uneasiness. Consequently, AI deployment 
requires careful management to prevent 
unintentional outcomes, not only to an 
organization’s brand reputation, but, more 
importantly, to workers, individuals, and 
society. For practical and social reasons, it is 
important when adopting AI that there be a 
strong ethical framework surrounding its use. 
The Canadian federal government says:

“Responsible AI is the practice of designing, 
building and deploying AI in a manner that 
empowers people and businesses, and fairly 
impacts customers and society – allowing 
companies to engender trust and scale AI with 
confidence.” i

To adopt AI, organizations will need to review 
and enhance their processes and governance 
frameworks to address new and evolving risks. 
They will also need to modify existing risk 
control frameworks to consider AI and the 
underlying data powering AI, and then fill 

necessary gaps. Governance models will need 
to be more dynamic to deal with not only the 
changing behaviour of the models themselves, 
but also the changing role of the people using 
and ‘training’ the models to ensure the 
appropriate safeguards are in place. 

To provide more than just an overview of what 
AI risks, we called upon AI leaders within our 
member community and the ecosystem as a 
whole to share their experiences, provide 
insights on current thinking, and offer practical 
guidance on how to build an AI system 
responsibly.  We start by very briefly looking at 
ethics, and the use of standards to put 
principles into practice.  We examine the 
strides Canada has taken in developing a 
national approach to ethical AI and provide 
insights into how Canadian financial institutions 
are dealing with the ethics of employing AI for 
decision-making. We evaluate five main ethical 
risks to draw out some of the challenges and 
risk mitigation techniques that are being used 
when developing AI Systems. We conclude that 
we are moving towards rapid adoption of AI 
and we are all learning, but with practical 
public-private-sector collaboration we can 
improve our mutual understanding, driving 
data-driven policy-making.

EXECUTIVE SUMMARY

ETHICS OF AI

The ethics of AI is a relatively new field of study, and a critical one, because the one thing most people can agree on is 
that AI will have an even greater society-disrupting effect on our world and its people than any previous Industrial 
Revolutions. While most people think of ethics as common standards of right and wrong, and what people ought  or 
ought not do, AI and other new digital advances have brought to the forefront the broader definition of ethics, that is, 
the rights and obligations of individuals in the context of benefits and harm to society, such as the impact of AI on job 
loss, social inequality, and so on.  This paper does not delve into these aspects, but rather focusses on the ethics of 
the relationships between financial entities in their dealings with individual clients.  While the paper focuses on 
financial institutions, the lessons learned apply equally to virtually any industry, government or not-for-profit.  The 
issuance of laws and regulations are most often an effort to address past behaviours that society has deemed to be 
immoral, unethical, or corrupt. This paper looks at what businesses can and should do, and considers standards 
related to rights of and obligations to the people the financial firms serve.



If you learned that a customer’s credit application 
had been rejected with no discernible 
justification, would you condone the decision?
As set out in our recent IBM Institute for Business 
Value Global AI Ethics Study, we discovered that 
three main areas of ethical AI risk dominate the 
attention of organizations and their executives: 

• data responsibility,
• value alignment, and 
• algorithmic accountability

More than half of the companies from our ethics 
study have adopted business conduct guidelines, 
values statements, employee training, and ethics 
advisory boards around AI. But relying on 
businesses alone is unlikely to provide a complete 
solution. Business and law schools, computer 
science programs, and technical organizations like 
the Institute of Electrical and Electronics 
Engineers (IEEE) have started to pilot ethics-
related curricula, develop ethically aligned design 
(EAD) guidelines, set standards (P7000), establish 
certifications (ECPAIS) ii, and co-create industry 
specific implementation playbooks. 
The overall high level of importance ascribed to AI 
ethics by executives, with the emerging legislative 
interest in the subject, suggest that regulatory 
standards will play a material role in the evolving 
AI future. When asked where they think these 
standards will be set, executives from our AI 
ethics study say they are anticipating formal 
guidelines at the national, supra-national, and 
even global levels, rather than at the 
local/regional levels or from professional 
organizations. Almost a year after the General 
Data Protection Regulation (GDPR) went into 
effect, the Ethics Guidelines for Trustworthy AI
were published in April 2019. They are the 
culmination of work conducted by the 
independent High-Level Expert Group on AI 

appointed by the European Commission. The 
group also published the Policy and Investment 
Recommendations for Trustworthy AI in June 
2019, and further versions of such 
recommendations, specific to various sectors, are 
planned through 2020. While most major 
technology firms have issued their own 
guidelines, some have explicitly endorsed those 
from the European High-Level Expert Group. 
These guidelines define a human-centric 
“trustworthy” AI approach built around seven 
requirements: human agency and oversight; 
technical robustness and safety; privacy and data 
governance; transparency; diversity, non-
discrimination, and fairness; societal and 
environmental well-being; and accountability.
Ethics issues in the context of AI are not just the 
domain of scholars, pundits, or policy 
organizations. They matter to companies, 
customers, and citizens. Organizations that 
proactively address these issues and take 
meaningful action have an opportunity to shape 
their competitive future – and make AI more 
trustworthy and, hopefully, more trusted.
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STATE OF PLAY IN CANADA

The Government of Canada is taking steps to 
harness the potential of AI to better serve Canadians 
and have invested strategically in programs such as 
the Pan-Canadian AI Strategy and the supercluster 
initiative which are generating cutting edge 
research, investment and talent in Canada.iii The 
government has taken a lead role in the 
development of AI principles which have been 
adopted by other digital nations. The principles are 
meant to ensure that government programs and 
services that use AI, are using it in a manner that is 
fair, transparent and free from bias; and are 
thoroughly tested to ensure potential benefits are 
weighed against unintended results. iv In May 2019, 
the Honourable Navdeep Bains, Minister of 
Innovation, Science and Economic Development, 
announced the launch of the Advisory Council on 
Artificial Intelligence.  The purpose of the council is 
to advise the government of economic opportunities 
and ensure AI advancement that reflect Canadian 
values and the governments commitment to a 
human centric approach to AI development. v

The government is leading by example and have 
spearheaded in-house governmental initiatives. They 
began by restructuring the government 
procurement process. Bidders are assessed and 
selected based on their ability to demonstrate that 
they can deliver AI solutions in a responsible manner 
thus ensuring a human centric approach to AI design 
from start to finish.

Furthermore, The Treasury Board of Canada issued a 
Directive on the Use of Automated Decision Making
to ensure any use of AI by federal government 
departments are data-driven, responsible, and 
comply with procedural fairness and due process 
requirements. vi

The Université de Montréal is at the forefront in 
developing a set of principles in the interest of 
socially beneficial AI. In December 2018, the 
University officially launched the Montreal 
Declaration for Responsible Development of 
Artificial Intelligence. vii

Canada also has formed alliances with other 
jurisdictions to share research and shape values 
around the ethical use of AI. Canada and France 
established the International Panel on Artificial 
Intelligence (IPAI) in June 2018.   The objective of 
the panel is to bring together expertise from the 
scientific, industry, civil society and government 
communities to create a set of common values, open 
standards, and best practices for AI technology’s 
development and use. The panel is meant to 
question and delve into the field of AI and its 
impacts, and conduct analysis to guide AI policy 
development and the responsible adoption of AI, 
grounded in human rights.  More recently, Ottawa 
announced investment in a program with the United 
Kingdom. The Canada-UK Artificial Intelligence 
Initiative is bringing together research teams to 
study societal impact of AI. ix

The government’s commitment and leadership in AI 
has provided support for cities like Toronto, 
Montreal and Edmonton to become hubs for AI 
research and development. For example, the 
Montreal AI Ethics Institute, founded by a 
machine learning engineer at Microsoft and an AI 
ethics researcher at McGill University, Abhishek 
Gupta, was formed as a grassroots group that 
focuses on the ethical use of AI but in an applied or 
practical, rather than theoretical, way. Canadian 
universities also have a long tradition of 
collaborating among themselves and with the 
industry, from supporting early stage to 
multinational companies. 

Canadian academics and practitioners are 
contributors to AI Global, a not-for-profit 
organization committed to a world with 
trustworthy, safe and fair technology. AI Global is 
working towards an accredited and auditable 
assessment framework, the Responsible AI Trust 
Index. Its purpose is to help designers and 
developers of AI systems to build responsibly from 
the start. AI Global launched an open-source 
Design Assistant in April 2020, and the results 
from the Design Assistant will help inform the Trust 
Index. x
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Artificial intelligence (AI) is rapidly 
transforming the world of Canadian financial 
services and helping organizations of all sizes 
by streamlining and optimizing processes. 
TD's acquisition of Layer 6, a globally 
recognized leader in machine learning and 
predictive analytics, has helped us increase 
the rate of AI adoption within our businesses. 
Our first focus has been on improving existing 
processes to serve our customers better. 
Since the acquisition, we have delivered 
machine-learning models that have helped 
improve our prediction capabilities and 
transform how our business operates. For 
example, the Layer 6 team has helped evolve 
the homebuying experience for our 
customers by giving us deeper insights into 
where they are in their home ownership 
journey. This provides our teams with more 
opportunity to serve our customers' direct 
needs at specific moments.

As a leader in banking and artificial 
intelligence in financial services, TD felt a 
responsibility to help foster an understanding 
of best practices in the application of AI 
across the industry. TD's Responsible AI in 
Financial Services Report, published in 2019, 
brings together insights from a roundtable of 
AI experts from across multiple sectors. The 
report discusses how TD Bank is keeping pace 
with innovation, while exploring best 
practices to ensure the responsible 
application of AI. 

The report identifies key areas of focus, 
including explainability, eliminating bias, and 
ensuring diversity that are already helping to 
guide TD's AI-powered customer experiences. 

TD has rigorous processes to validate AI 
models and can retrain systems if they stop 
performing as intended. Explainability is 
integral to sustaining this approach and the 
Bank has an in-house tool, developed by TD's 
AI partner Layer 6, that supports 
transparency and explainability for TD's 
machine learning (ML) models. This helps the 
Bank to better understand and explain model 
outcomes, and in turn make better decisions. 
Building inclusive teams with diverse 
backgrounds and helping to integrate unique 
perspectives into the model development 
process is another key focus area for the 
Bank.

A CANADIAN FINANCIAL INSTITUTION’S 
APPLICATION OF AI

Matt Fowler, Vice-President, Enterprise Machine Learning, TD Bank Group
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EVALUATING THE RISKS: EXPLAINABILITY 
& INTERPRETABILITY 

Background
Artificial Intelligence offers great promise for 
transforming the way we work, play, and live. 
Even though AI is not new, AI is increasingly 
being applied in customer-facing applications 
that call for simple, actionable and intuitive 
rationales.  Yet the general level of 
understanding of AI remains low.

As businesses recognize the benefit of greater 
efficiencies and revenue opportunities through 
the use of AI, they must think of the risks. 
When deploying AI, organizations need to 
consider the trade-offs among accuracy, 
transparency and risk. More opaque models 
may be more accurate, but fail the 
explainability test. When the outcome of 
models used for customer application cannot 
be explained, it increases an organization’s 
reputation, legal and business risk, which may 
lead to a reluctance to use AI models 
altogether.

TD Survey: 68% of Canadians are 
concerned they don’t understand the 
technology well enough to know the 
risks. xi

Explainable AI (XAI) refers to the 
process of making it easier for humans 
to understand how a given model 
generates the results it does and 
planning for cases when the results 
should be revisited.

How to Express an AI Decision?

There are no simple metrics to explain an AI 
model, but there are several known techniques, 
such as the use of a decision tree and improving 
training data. The quality of an explanation or 
interpretation of an AI system/model needs to be 
assessed in an application-specific manner by 
striking a balance between its end use and the 
level of accuracy and explanation needed to 
ensure trust. This mean that Explainable AI (XAI) 
must reveal the true limitations of the AI model so 
users know the bounds within which they can 
trust a model. In a few cases, models may not 
need to be explained because there is no adverse 
impact. However, as the complexity of the model 
evolves over time through the use of larger 
datasets and self-learning, it becomes increasingly 
important to provide an intuitive rationale for the 
outcome(s) so that the end user can evaluate 
whether the outcome was fair.

8
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What the Experts Say

Above-and-below-the-line – Many older decision engines use a rule-based 
approach with thresholds. These systems are tuned with statistical analysis and 
regular testing “above and below the line” (ATL/BTL), which has made its way to be a 
standard. In the foreseeable future, this testing strategy can be used to illustrate the 
actual behaviour of a black-box system.

Quality assurance – Having a strong quality assurance process, where, for example, 
a subset of AI automated decisions would be reviewed by a human, would not only 
help explain the behaviour of the system for these reviewed cases, but also reassure 
regulators and other stakeholders that the system has made a good decision.

Training data – In the context of AI, data is not only fueling the learning algorithm 
for the model, it does illustrate and explain the expected model’s behaviour. With a 
strong descriptive analysis of the training data (and test data, validation data, etc.) 
and the model results on different datasets, there is plenty of valuable information 
that can be extracted and put forward in a model explanation strategy. 

As AI’s impressive success relies on increasingly opaque technologies, like deep learning for 

example, where millions of neurons are connected, the regulatory space cannot (and should not) 
turn its back on it and content itself with less-well- performing models, like decision trees, that are 
easier to interpret but ultimately less accurate. So, in order to explain the behaviour of a powerful 
“black-box model” to a regulator, without getting into the complex mathematics that just a few of 
them may be ready to tackle, the AI compliance teams will need to adopt the language of the 
regulators, and show strong model governance in language that the regulators understand. From a 
best-practice perspective, here’s what has been seen so far:

The three proposals highlighted above for model explanation have to be approached with a risk 
perspective in mind, where effort in these activities will be aligned with the risk that each model 
represents.

Going forward, as AI draws on more unconventional data and as firms look to differentiate their 
digital offerings, interactive forms of explainability that allow users to clarify and probe the 
rationale behind automated advice and recommendations could present opportunities for 
strategic differentiation. 

Jean-François Isabelle –Principal, Résolution Consulting Inc.
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EVALUATING THE RISKS: BIAS AND FAIRNESS

Background
For purposes of this paper,

Bias is generally considered perceived 
evidence of a relationship where there 
should not be one.

Fairness is a goal of similar individuals 
receiving similar treatments or outcomes. xii

70% of Canadians list having control over 
how their data is used as a top concern 
when it comes to AI. xiii

Forms of Bias

Bias takes many forms and means something different depending on the context and an individual’s 
interpretation. 

AI did not introduce bias; historically, many 
decisions have been influenced by human biases 
and non-risk related factors.  Existing bias can 
find its way into AI systems directly, and also 
through unrecognized bias in the underlying 
data, which can lead to unfair treatment or 
discrimination.  

Human bias can surface during the AI system-design process. There is a human element needed to 
train and make decisions during the model/algorithm design phase; a human bias can creep in and 
create complications if not controlled. 

Data bias, the underlying data rather than the algorithm itself, may also be a source of bias. The 
use of incorrect or incomplete datasets, or data that is not representative of the population that the 
data will be used for, increases the risk of data bias. As a model goes live and continues to learn, the 
new data received is influenced by its own decisions – and it can naturally drift towards bias over 
time. A machine-learning algorithm may also pick up statistical correlations that are societally 
unacceptable or illegal.  

Since identifying co-relations is fundamental for the function of an AI system, it is essential that 
another type of bias, model bias, be mitigated to ensure the safe use of AI models.

As the adoption of AI increases, the issue of 
minimizing bias in AI models is rising to the 
forefront. Continually striving to identify and 
mitigate bias is essential to building trust and 
ensuring that these transformative technologies 
will have a net positive impact on society. It is 
reasonable to charge higher rates to parties that 
have defaulted or not paid on time, but its not 
reasonable to assume that a certain gender or age 
group is more likely to default. The use of AI has 
the potential to improve the accuracy of decision-
making processes, but it could also increase bias, 
making it difficult to detect non-risk-based 
discrimination.  



What the Experts Say

Inequalities in the world can be picked up by AI systems through all stages of their development, 
including data measurement and collection, training on that data, making predictions based on new 
data, and the feedback from the predictions fed back to the system. Completely unbiased 
measurements would be the best solution to this problem, but in most applications, this is impractical, 
if not impossible, so we must consider handling the biases that have been baked into the data in other 
ways. While excluding sensitive attributes like gender or race from your model is a positive approach, 
this type of “fairness through unawareness” does not guarantee a lack of bias. In a typical data set, 
many features can be correlated with the sensitive attribute, if only slightly, and this combination of 
weakly predictive features can conspire to propagate any bias associated with the sensitive attribute 
to the predictions made by your model.

There are, however, three practical approaches to de-biasing your model: 
1) pre-processing the collected data to eliminate correlations with the sensitive attribute, 
2) building your requirement for fairness into the learning task when training the algorithm, and 
3) post-processing a learned model so as to be uncorrelated with the sensitive attribute. 

All three approaches have their strengths and weaknesses. 

Pre-processing is a technique to transform your data such that, as a whole, it is independent 
of the sensitive attribute. This is a powerful technique that ensures that any downstream 
learning task is independent of the sensitive attribute as well, but it requires access to the raw 
data and any transformation pipeline. 

Constraining for fairness during training allows direct control over how your model treats the 
sensitive attribute, but this method also requires access to the raw data and training pipeline, 
and additionally is not universally applicable for all model types or classification tasks. 

Post-processing the outputs of a trained classifier to achieve fairness has the advantage of 
working for any black-box classifier, regardless of the inner workings of the model, and does 
not require re-training in the case of a complex training pipeline. 

An important point that’s often overlooked in casual discussions of model bias is what exactly do we 
mean by fair? Since we’re dealing with algorithms and data, we’ll need a rigorous mathematical 
definition of fairness, not a subjective interpretation. In a statistical context, fairness between groups 
boils down to some form of conditional independence, which can be grouped into three broad 
categories: a) independence, b) separation, and c) sufficiency. Each of these definitions of fairness has 
their own strengths, weaknesses, and applicability. It also is impossible to simultaneously satisfy all 
three, and so careful consideration of your use-case is needed to understand which fairness criteria 
best suits your needs. 

Paul Finlay, Machine Learning Lead, silverhammer.ai
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• The simplest of these conditions is independence , which requires that the sensitive 
attribute be independent of the model’s score. This means that the model should have the 
same accuracy for the sensitive and non-sensitive groups. Independence is often referred to 
as demographic parity, statistical parity, group fairness, or disparate impact. However, in many 
scenarios, the sensitive attribute may legitimately be correlated with the modeling target, 
making independence inappropriate. 

• The separation criterion allows for correlation between the score and the sensitive 
attribute, to the extent that it is justified by the target. What this means is that, for two 
individuals with different sensitive attributes, given that they actually have the same target 
variable, then the probability of being correctly (or incorrectly) classified by the algorithm is 
the same. This interpretation in terms of equality of error rates leads to natural relaxations, 
like only requiring equality of false negative rates in scenarios where acceptance is desirable, 
such as in hiring. 

• The third criterion, sufficiency, is satisfied if the sensitive attribute is independent of the 
classification target, given the score. Another way to think of this is that the probability of 
actually being in each of the target groups is equal for two individuals with different sensitive 
characteristics given that they were predicted to belong to the same target group. Sufficiency 
is closely related to the concept of calibration, where the score from the model is related to 
the probability of membership in the target group. A model is said to be calibrated if for all 
instances given a score of r, a fraction r of them belong to the positive class. If a model is 
calibrated, then it satisfies sufficiency.     

The takeaway should be that blanket policies and automated remediation strategies aren’t effective 
means of mitigating bias due to the diverse nature of what fairness means and the potential 
consequences of a poorly chosen remediation plan. The best way to mitigate algorithmic bias is to 
be aware of how biases can enter your model, at what stages along the model development life-
cycle you’re able to mitigate potential biases, and most importantly what a bias-free or ‘fair’ result 
means for your use-case. Having a diverse team with a wealth of different backgrounds and 
experiences can go a long way to help expose potential biases in your data and models that may 
otherwise go unnoticed. 

12
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EVALUATING THE RISKS: PRIVACY AND 
TRUST

Background

Greater compute power and acceptance of 
emerging technology has led to increased use of 
data and a general understanding by organizations 
that data is a commercial asset that must be 
protected. The increased use of machines for 
automating decisioning has led many jurisdictions 
to revisit their privacy laws and adopt a rights-
based approach in law so that data protection 
principles become a fundamental human right. 
Following the lead of Europe, the Canadian Office 
of the Privacy Commissioner (OPC) has proposed 
significant changes to to the federal Personal 
Information and Protection and Electronic 
Documents Act (PIPEDA). xiv Focusing on AI systems 
deployment as it relates to data protection, the OPC 
favours a rights-based foundation that recognizes 
privacy, and provides direction on how PIPEDA
should be interpreted. The OPC has considered 
‘privacy by design’ as a legal requirement under 
PIPEDA, demanding an obligation for organizations 
to test AI products and procedures for privacy and 
human-rights impacts as a precondition prior to the 
production of any automated decision system.  The 
OPC indicates that it supports a similar right to 
object as in the European Union’s General Data 
Protection Regulation (GDPR), for example, to the 
use of personal information for profiling or direct 
marketing purposes, however, some issues have 
been raised with the practicality of this rule in 
gaining explicit consent.  They argue that the right 
should be softened to the ‘right to negotiation with 
a human.’ xvi This means that once a decision by an 
AI system is made, an individual has the right or a 
mechanism to negotiate with an informed human 
to resolve the intractable problem. 

Balancing Costs with Sound 
Practices

The OPC notes that the significant risks posed to 
privacy and human rights by AI systems demand a 
proportionally stronger regulatory regime and 
enforcement measures. This is critical because the 
damage done to an individual can last a lifetime.  To 
satisfy tighter data protection laws and 
enforcement measures, AI systems must function in 
a robust, secure and safe way throughout their life 
cycles, and potential risks should be continually 
assessed and managed. This introduces a number of 
technical, compliance and operational challenges 
for firms. For privacy and data protection rules to 
be embedded into design, there will be additional 
infrastructure, organizational and compliance costs 
as new team structures, protocols and processes 
will be needed. Considerable time and effort will be 
needed to transform the governance structure to 
one that is fundamentally based on trust.
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What the Experts Say
Laila Paszti, Technology and Privacy Lawyer, Norton Rose Fulbright  

Organizations interacting with AI systems are recognizing that a data governance program is key 
when designing, developing and deploying these systems. At a minimum, data governance minimizes 
the privacy and cybersecurity risks inherent in collecting, aggregating and otherwise processing 
personal data through the AI system. This is necessary both to comply with the privacy regulatory 
regime and to address the public’s growing distrust of how personal data is collected and used to train 
AI systems. As such, organizations are more aware of the importance of presenting individuals with 
well-articulated privacy policies and notices to obtain informed consent from individuals and provide 
detailed notice regarding personal data collection, use and disclosure.  

Individuals are increasingly seeking to exercise additional rights after providing consent, which may 
include the right to access their data thereafter, the right to correct the data, the right to have their 
data provided to them and the right to erasure (‘the right to be forgotten’). While each of these rights 
exist, subject to conditions, in the European General Data Protection Regulation, they are not explicit 
rights under Canadian privacy law, although are likely to be enacted in some form in the impending 
changes to PIPEDA. An organization will therefore want to consider now the impact of operationalizing 
those rights within its governance framework, as well as when designing and developing its AI 
systems. 

There is also a growing trend of sourcing personal data globally, and both directly from users and 
indirectly through third parties. A good data governance program should be able to provide insight on 
how data is processed both inside and outside an organization to ensure that the original consent 
obtained from individuals covers both current and future processing by the organization (as well as its 
partners or customers) or risk being off-side global privacy regulation. A best practice that mitigates 
this concern would be for the organization to routinely compare the ambit of the consents obtained 
from individuals against data lineage which is essentially a record of the origins, movement and 
processing of personal data once received by the organization. 

Once a misalignment is identified, the organization should take steps to stop such processing or to 
obtain additional consent from affected individuals. It is increasingly clear that amassing data is akin to 
creating a treasure trove for hackers. Aside from implementing appropriate technical and organization 
measures to protect personal data, an organization should adopt data minimization strategies to 
minimize the collecting, use and disclosure of data. These include collecting and using personal data 
only when necessary and minimizing the use and storage of personal data in a ‘raw’ form by 
employing de-identification and anonymization techniques. An organization should additionally have 
more oversight over data when it moves outside the organization by requiring partners and service 
providers who have access to such personal data to abide by strict guidelines and to submit to privacy-
compliance audits.

While most data governance programs focus on risk mitigation strategies, there is an opportunity for 
organizations to further use these frameworks to secure broad-use rights and commercialization 
rights to a valuable organizational asset – data. When an organization has clear rights to use and 
commercialize data, it not only minimizes the risks of regulatory fines and reputational damage, but 
also is able to build out its AI systems and future business streams with certainty.  This gives the entity 
the ability to command a higher price for its products from customers, partners and investors.  



EVALUATING THE RISKS: 
ACCOUNTABILITY

Background
Non-AI-driven systems are uniquely characterized 
as deterministic in their behaviour. Barring 
product bugs or inefficiencies, the user can expect 
the product to behave in exactly the same manner 
every time it is used. In this static paradigm, input 
data fed into a model will in turn produce an 
outcome. This outcome will then be consumed by 
a different process involving human business 
subject expertise. This is where accountability can 
be naturally enforced. However, AI-driven systems 
are non-deterministic in nature, as they are 
learning constantly from new data and new 
interactions. Throughout the design, 
development, and operation of an AI system, 
there will be a significant number of stakeholders 
involved. In the case that something goes wrong, it 
is critical for someone or some entity to be able to 
be held accountable. This new paradigm brought 
about by artificial intelligence has, at its core, a 
feedback loop where inputs, data processing, 
model, outcome, decision-making, and evaluation 
of business impact create a never-ending loop. 
Indeed, business decision metrics are also part of 
the new input that gets fed into the model that in 
turn will output new business decision metrics 
contributing to that loop. 

Within an AI-driven system, accountability must 
be designed as a built-in module within the 
production pipeline.  Furthermore, when models 
get upgraded to more sophisticated black-box 
structures like those made possible by advances in 
deep learning, an additional level of challenges 
and complexity in regard to accountability is 
introduced.  Since the cognitive structure of an AI 
system is developed by humans, traceability to the 

dataset, processes and people that made the 
decisions during the AI lifecycle is paramount. 
However, traceability is not that easy in practice. 
There can be delays in detecting model 
degradation, models can change too quickly, 
people change jobs, and so on. And once you trace 
back – what’s next?

Accountability Is Not Static 
The legal principles around accountability are still 
developing.  The OPC has recommended an 
amendment to the current accountability principle 
to require ‘demonstrable‘ accountability on the 
part of organizations. Demonstrable accountability 
would require organizations to be able to provide 
evidence, on request, of adherence to legal 
requirements. xv A lot can be done at a product-
design and operational level to strengthen 
accountability measures. Policies and procedures 
can be put in place to determine who is held 
responsible for when AI system outputs go wrong. 
The adoption of risk assessment measures and the 
application of other suitable measures, such as 
codes of conduct and certification mechanisms, 
can enhance trust in AI products and services. 
Transparency regarding the nature of datasets, 
model design and decision processes is also a good 
step to proving accountability since it 
demonstrates some openness. At the system-
design level, traceability can be built in through 
the concept of ‘leaving a footprint’ in archival and 
data logging infrastructure. Adjustments to 
governance frameworks are needed so they are 
provably fit for purpose and designed with 
accountability in mind. 
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The road to a comprehensive and effective governance program is a complex one. Namely, it is 
important to understand thoroughly the environment in which the AI model will operate — the field, 
organizational structure, the end-consumers, and the potential impacts, as well as what task(s) the 
model will be performing.xviii An accountability structure should align to an organization’s AI design 
principles and act as an effective challenge to ensure the AI design principles are reflected properly, 
and are not negatively impacting customers or creating mistrust.  The structure should focus on 
internal governance and external accountability to customers. 

At its core, accountability has the following meaning:  AI models underpinning any given technology-
based service or activity should by no means be perceived as being legally independent from its 
enabling persons, corporations, or governments. Simply put, it is the legal responsibility of those 
building and using AI applications to operate AI models in a way that respects, at all times, the rule of 
law. As an example, liability mechanisms apply in the case where an AI developer or user has 
operated an AI model in such a way that caused injury to another party. Liability mechanisms are one 
of the pillars of any given legal system– they ensure the trust of society, by having parties 
compensate other parties when the latter effectively suffer damage. They also ensure that AI 
developers and users bear legal liability that is consistent with allocation of liability under applicable 
law. 

That being said, what does accountability actually look like in day-to-day activities, and how is it 
safeguarded? First, there should be identified humans and or teams accountable for the acts and 
omissions of AI-driven systems. This is the pillar of any reliable governance framework, which, if 
correctly built, safeguards accountability. The new paradigm brought about by AI implementations 
now requires a tightly woven framework that interlaces technical and non-technical dimensions 
alike. Scientists, developers and data engineers must now play a more active role in the design of 
such a framework in such a way that the end product itself incorporates governance and ethical 
concerns into what would amount to integrating accountability-by-design in all AI processes. The 
degree of actual human oversight of an AI-driven decision depends on the probability and severity of 
harm that the decision entails.  For example, the nature and significance of the harm associated with 
an incorrect life-or-death medical diagnosis differs from that associated with an incorrect credit 
recommendation. 

However, whether there is a human-in-the-loop – where human oversight is active and involved, 
and the AI is only providing recommendations or content – or a human-over-the-loop – where the 
human is in a monitoring or in a supervisory role, with the ability to take control when the AI model 
encounters unexpected or undesirable outcomes does not affect the degree of accountability 
towards external parties, such as customers. The degree of human oversight only pertains to 
“internal accountability”, i.e., knowing who is accountable internally, which helps maintain good 
governance over AI models, without changing the accountability towards external parties.xx In some 
rare cases, there is no human oversight over the execution of decisions, and the AI system has full 
control without the option of human override. Again, this doesn't change the accountability. 
Furthermore, if some parts of the training or development have been outsourced, the AI developers 
and users are accountable to ensure the same level of quality control as internally. 



To be effective, the governance framework and controls should reflect the complexity and 
materiality of any AI-driven decision and be in alignment to a firm’s risk appetite.  It is important that 
there is clear responsibility for, and ownership of, any AI-driven decision, with appropriate internal 
approving authorities for the use of AI models. Organizations should ensure at all times that they 
follow an ethical and responsible deployment of any technology solution they roll out. There are a 
number of existing practices that support corporate AI stakeholders with respect to their social 
responsibility, these practices seek to reduce risk of error or model failure. For instance, most 
corporations now have social responsibility programs or voluntary codes of conducts. 

More broadly, corporate culture is also an important underlying factor dictating respect of codes of 
conduct values and statements of ethics by employees – thus making adequate “AI corporate 
culture” important. Corporations can further ensure building experienced and trustworthy teams, 
provide constant training and continued education, and setting up internal support, such as a central 
coordinating body that establishes clear roles and responsibilities for relevant personnel and/or 
departments. Each application should have well-defined lines of responsibility and accountability 
including clearly defined owners and challengers.  Typically, AI-driven applications that inform or 
generate material decisions, for either clients or the business itself, should require approval from an 
appropriate senior-level person within the organizational hierarchy. 

Accountability is intricately linked to transparency as it acts to support transparency measures. To 
improve oversight, risks should be identified and assessed early at outset and controls should be put 
in place at the design and implementation phase, tested and monitored continuously throughout 
deployment, and until end of life. Constant maintenance, monitoring, documentation and review of 
the AI models are crucial in reducing apparent risks. Making data more traceable, for example, 
within the product enables a more dynamic audit process. Guardrails can be embedded in the 
system to constrain the behaviour of the system within pre-determined thresholds, thus alerting 
compliance of risk or harm before negatively impacting consumers.  
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EVALUATING THE RISKS: DIVERSITY 
AND INCLUSION

Not to be forgotten is the need for the inclusion of 
diverse perspectives in the development of AI 
systems so that the AI models are being trained on 
a diverse set of data that is not based on human 
biases or prejudices.  In short, the models need to 
reflect the audience being served, and this means 
not only having a diverse set of data to start with, 
but also having the tools in place to continually 
adapt and, critically, employing experts that are 
demographically diverse. 

TD Survey: 59% of Canadians believe that the 
lack of diversity among people working in the field 
of AI could lead to biases in the technology being 
developed. xix

The effort in this area should not be 
underestimated. It is important for organizations 
to bring diverse perspectives to the table and 
break down the barriers for individuals impacted 
by technology. Practically speaking, this means 
revisiting organizational structures from the top 
down with a new lens, and changing recruiting 
and training techniques to attract and retain 
talent for long-term AI impact. 
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Currently the financial industry is in the early stages of adopting AI, experimenting 
with AI benefits in a narrow set of user cases. With the rapid movement towards 
digitization and competitive dynamics within financial services (and new entrants from 
other sectors), AI has become a key element of financial service firms’ strategies.  
Understanding and managing AI risks is an essential part of the learning process both 
from the business and regulatory perspective. 

As discussed in this paper, putting trust at the centre when building AI systems is 
critical for better business outcomes and to minimize harm, but AI systems should be 
used to augment human capacity for meaningful and purposeful connections and 
associations, not as a substitute for trust.

Global regulators are also learning and are in flux as they try to fully understand the 
implications of AI and find the right balance between supporting innovation and 
beneficial competition with safeguarding customers and maintaining financial stability. 

In Canada, we have a long history of AI research, a supportive government, and a truly 
collaborative ecosystem. AI will continually evolve so to keep pace, the industry and 
regulators should embrace opportunities to work together and seek practical 
collaborations such as sandboxes, and the co-building of RegTech solutions which 
would facilitate and support data-driven policy-making.  The joint development among 
stakeholders of standards will help make the move forward faster and fairer.
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Definitions

Artificial intelligence: theory and development 
of computer systems able to perform tasks that 
traditionally have required human intelligence. 

Artificial Intelligent Systems: system that 
simulates human intelligence processes. 

Algorithmic accountability: identification of 
who is responsible for the output of an AI 
algorithm and explaining how decisions were 
reached in uncontentious situations and when 
debate emerges (IBM Study).

Data lineage:  record of the origins, movement 
and processing of personal data once received 
by an organization.

Data responsibility: responsibility for data 
ownership, storage, use and sharing (IBM 
Study).

Deep learning: subset of machine learning; 
method that uses algorithms inspired by the 
structure and function of the brain, called 
artificial neural networks.

Design Assistant: tool developed by AI Global; 
practical guide to help design, develop and 
deploy AI systems in a responsible way.

Explainable Artificial Intelligence (XAI):  process 
of making it easier for humans to understand 
how a given model generates the results it does 
and planning for cases when the results should 
be revisited (there is no consensus on a 
definition within the XAI community).

General Data Protection Regulation (GDPR):
European law on data protection and privacy in 
the European Union and European Economic 
Area (EEA).

Human-in-the-loop (HITL): governance 
framework where human oversight is active and 
involved, and the AI is only providing 
recommendations or content.

Human-over-the-loop (HOTL): governance 
framework where a human is in a monitoring or 
in a supervisory role, with the ability to take 
control when the AI model encounters 
unexpected or undesirable outcomes. 

Machine learning: an application of AI based on 
the idea that by giving machines access to data 
– they can learn for themselves. In practice this 
would mean using algorithms to parse data, 
learn from it and then make a prediction.

PIPEDA: Personal Information Protection and 
Electronic Documents Act; Canadian law that 
governs data privacy.

Value alignment: AI algorithm’s ability to 
operate as expected, generating decisions that 
reflect the appropriate values, constraints, and 
procedures (IBM study).
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